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1

During the last decades huge amounts of toxicity data were collected in
databases!. In most cases they are used to retrieve experimental data in
a convenient way and to circumvent the consultation of the original litera-

ture, but these databases provide also the experimental evidence, which may

Abstract

Knowledge Discovery and Data Mining tools are gaining increasing
importance for the analysis of toxicological databases. This paper
gives a survey of algorithms, capable to derive interpretable models
from toxicological data, and presents the most important application
areas.

The majority of techniques in this area were derived from symbolic
Machine Learning, one commercial product was developed especially
for toxicological applications. The main application area is presently
the detection of Structure-Activity Relationships, very few authors
have used these techniques to solve problems in epidemiological and
clinical toxicology.

Although the discussed algorithms are very flexible and powerful,
further research is required to adopt the algorithms to the specific
learning problems in this area, to develop improved representations
of chemical and biological data and to enhance the interpretability of

the derived models for toxicological experts.

Introduction

be the basis for the discovery of new scientific theories.

LA collection of links to toxicity databases on the Internet can be found at

http://helma.informatik.uni-freiburg.de/db links/.



The derivation of theories from experimental data is traditionally a pro-
cess heavily depending on the experience, skill and intuition of the individual
researcher. But even the best expert in this area works under limitations: Hu-
mans cannot handle large amount of data, have troubles detecting complex
relationships, cannot keep working for a long time and tend to make errors
in an unpredictable way, etc. Therefore many efforts have been made to
use computational methods in this process. In Artificial Intelligence research
Knowledge Discovery (KDD) techniques were developed for the identification
of useful and understandable patterns in databases.

Given the broadness of toxicological sciences (Section 2) any attempt to
give an overview of Knowledge Discovery applications in this field is bound to
be incomplete. This task is further complicated by the fact, that the relevant
publications are dispersed in medical, chemical and computer science journals
and conference proceedings, which do not share a common reference system
(e.g. Medline, Chemical Abstracts, ...).

This review will focus on the application of Knowledge Discovery in
Databases (KDD), Data Mining (DM) and Machine Learning (ML) in tox-
icology. We will discuss primarily methods which are capable of providing
new insights and theories. Methods which work well for predictive purposes,
but fail to provide models which are interpretable in terms of chemical and
biological knowledge (e.g. many connectionist and multivariate approaches),
will not be covered here. As the authors work on the application of symbolic
Machine Learning to predict carcinogenicity, there might be a bias towards
these areas, although we have tried to report as objectively as possible.

The following text will be divided into three main sections: First we



will sketch the peculiarities of the toxicology domain, then we will describe
the Knowledge Discovery and Data Mining process. In the last section we
will give a survey about the current applications of Knowledge Discovery and
Data Mining in Toxicology. The section on Data Mining is very technical and

can be skipped by readers, who are primarily interested in KDD applications.

2 Toxicology

Toxicology is the scientific investigation of harmful effects caused by poi-
sons. It is an interdisciplinary science covering various aspects from areas
like medicine, chemistry, pharmacology, biology, molecular biology, ecology,
etc. The results of toxicological investigations have considerable impact on
political and economic decisions. This ranges from the registration of new
pharmaceuticals and industrial chemicals to public health and environmental
aspects of large industrial and infrastructural projects.

The main objective in toxicology is to estimate, if an agent (usually a
chemical substance or a mixture of compounds) causes harm to a biological
target. This can be a biological macromolecule, a cellular structure, an organ,
an organism, a population or even a whole ecosystem. More specific investi-
gations try to elucidate the biological and chemical mechanisms responsible
for toxic damage.

The general outline of a toxicological experiment is quite simple: A sus-
pected toxic agent is applied to the biological target and the resulting effects
(endpoints) are measured.

Of course, the details are much more complicated and involve a wide

array of experimental techniques, depending on the main experimental goal



and the investigated endpoint. As toxicity experiments rely on complex living
systems the variability of the results is much higher than for physical or chem-
ical experiments. Nonstandardized experimental conditions and endpoints,
which are hard to define and/or hard to measure (e.g. histopathological
expert judgments) add further variability to toxicological experiments.
Another source of uncertainty in toxicology arises from the fact, that it
is in most cases impossible to administer a toxin to the target of real interest
(e.g. humans). The usual workaround is to use a model (e.g. laboratory ani-
mals, cell cultures, ...) to study the toxic effect and to extrapolate the results
with some safety margin to the target of interest. These extrapolations rely
on many theoretical assumptions, and are subject to constant controversial
discussions. Of course it is also possible to study toxic effects a posteriori,
e.g. in epidemiological studies after intentional (e.g. drugs, tobacco, ...) or
unintentional (e.g. accidents, environmental pollution) administration, but
the main goal of toxicology is to identify poisons before they have caused

harm.

3 Knowledge Discovery in Databases (KDD)

and Data Mining (DM)

This section defines and describes Knowledge Discovery in Databases (KDD)
and the Data Mining (DM) step.

3.1 Definitions and Background

First, we review basic definitions of KDD and Data Mining [23, 22, 24]:



e “KDD is the non-trivial process of identifying valid, novel, potentially

useful, and ultimately understandable patterns in data”.

e “Data Mining is a step in the KDD process that consists of apply-
ing data analysis and discovery algorithms that produce a particular

enumeration of patterns (or models) over the data.”

So, KDD is defined as a process, and Data Mining as a step in this process.
Informally, KDD is the process of supporting humans in their enterprise to
make sense of massive amounts of data. The typical KDD setting involves
the interactive exploration of one or more databases containing structured
data. It is agreed that human intervention is an essential component of the
KDD process. KDD and Data Mining techniques originate from a number of
diverse fields, such as Machine Learning (ML), statistics, visualization, and

database research.

3.2 The KDD Process

The KDD process consists of several steps, and usually includes iterations of
these steps. One of the published accounts [24] of the KDD process describes

the following steps:

1. Definition of the goals of the KDD process

2. Creation or selection of a data set

For instance, sampling may be used to create the data set.

3. Data cleaning and preprocessing

This step deals with imperfect data (noise and missing values). Pre-



processing may for instance include the discretization of numerical at-

tributes.

. Data reduction and projection
Here, a subset of relevant relations and features is selected. This is part

of defining the problem representation.

. Selecting Data Mining methods

For instance, clustering, classification, or regression.

. Exploratory analysis and model/hypothesis selection
This means that the type of model (e.g. decision trees) is defined, and

that algorithms are selected.

. Data Mining
In this step the selected Data Mining methods (such as top-down in-
duction of decision trees) are applied. Most research has focussed on

this step of the process.

. Interpretation/evaluation

The KDD process prescribes that the models found are interpreted
and evaluated by human experts. Only if they can make sense of the
results, the results can be considered as “knowledge” (which is viewed

pragmatically here).

. Utilization
The pragmatic view of knowledge implies that the results of the process

must have some impact on the way individuals or organizations act.



Typical problems encountered in the KDD process are, e.g., heteroge-
neous data sources and formats, recognizing the identity of two or more
entities, imperfect data (noise, systematic error, missing values), lacking do-
main knowledge, and inappropriate problem representations. In particular,
the definition of a suitable problem representation is a prerequisite of a rea-
sonable application of Data Mining methods and a crucial step in the KDD

process (actually corresponding to steps 4 and 5 above).

4 The Data Mining Step: General Dimen-
sions

In the following, we will present a few dimensions that are useful for describ-
ing Data Mining systems on a general level. In this and the following section,
we will assume some basic knowledge of concepts of first-order predicate logic

and logic programming.?

4.1 Task

Data Mining methods can either be supervised (in the sense that the learning

task is given by the user) or unsupervised. The goal of supervised learning

2For an introduction to logic and logic programming “without tears”, we have to refer
the interested reader to [26]. Standard textbooks on Prolog and the theory of logic pro-
gramming are [83] resp. [56]. A definition of terms used in logic can be found on-line at
http://www.earlham.edu/ peters/courses/logsys/glossary.htmand an explanation
of symbols can be found at http://www.earlham.edu/ peters/writing/logicsym.htm.
An on-line introductory book on Prolog is provided at http://www.cbl.leeds.ac.uk/

“paul/prologbook/.



is to find generalizations from examples automatically. The task is to learn
a model that predicts either the discrete class or a numerical value of unseen
examples. In the former case the task is called classification, in the latter
case regression. An example for unsupervised learning is clustering (finding
clusters of data items that belong together). The inference of dependencies
among variables (like association rules or functional dependencies) can also

be viewed as a form of unsupervised learning.

4.2 Expressiveness of Representation Language

Representation languages in Data Mining greatly differ with respect to their
expressiveness. The main distinction is drawn between propositional, feature-
based representations and relational, graph-based or so-called first-order rep-
resentations.

For propositional representations, we assume that examples are represent-
ed as feature-vectors of fixed size. In other words, they all can be described
using the same set of features. In toxicological applications, features could be
encodings of structural properties (such as, e.g., counts of fragments or sub-
structures) or “global” physico-chemical properties of chemical compounds
(such as, e.g, logP, HOMO, LUMO, molecular weight, etc.). An example of
a propositional representation is shown in Table 1.

In relational representations, each example is given as a set of tuples
in several relations. Thus, it is possible to represent structural information
as s, without having to encode it in features. Table 2 shows an example
of a relational representation. Both examples have been taken from the

biodegradability domain.
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4.3 Model Type

Another dimension of Data Mining methods is the type of model one is
looking for. For classification and regression, the most common types of
models are rules and trees.

Rules are simply expressions of the form
class(E;, c;) :— condition,, ..., condition,,

meaning that example F; is of class ¢; if all conditions in the right-hand side

(also called body or antecedent) are true. Alternatively, one could write:
if condition, and ... and condition,, then class(E;,c;)

Usually, one is looking for (ordered or unordered) sets of such rules.

In contrast, trees are structures that recursively partition the instance
space based on the tests in their internal nodes. As an example, Figure 1
depicts a so-called regression tree, more precisely a model tree. The tree pre-
dicts the biological activity B of compound A from its structure and other
characteristics. Depending on the conditions in the nodes, the theory assigns
either 5.57, 6.30 + 0.43 * logP, 9.10 or 5.79 4+ 0.50 * benzene to every un-
seen instance. If proving atm(A, _ cl, ), carboxylic_acid(A, _, ) succeeds,
the value 5.57 is predicted for example A. If this cannot be proven, but
atm(A, _, cl, _, ) alone succeeds, the regression model 6.30 + 0.43 x logP ap-
plies. If atm(A, _, cl, _, ) fails, but carbon_5_ar ring(A, _, ) succeeds, 9.10 is
predicted for an example, and if carbon_5_ar_ring(A, _, ) fails as well, the
other regression model is used to calculate the numerical prediction depend-

ing on the number of benzene rings in A.

11



Other kinds of models are frequently succeeding DATALOG queries [18,
19]. DATALOG is a Prolog-like language used for deductive databases that
excludes functions and recursion. The syntax of DATALOG queries is defined
as follows: in DATALOG, a term is either a constant or a variable, and a
logical atom is an m-ary predicate symbol followed by a bracketed m-tuple
of terms. A DATALOG query is an expression of the form ? — A,..., A,
where Ay,..., A, are logical atoms. Such a query denotes a conjunction of
conditions.

Given a representation in DATALOG, this approach can be applied to
the problem of detecting commonly occurring substructures in compounds.
One simply asks for frequently succeeding queries, where A4, ..., A, denote
structural properties of compounds. In this context, a query is frequently
succeeding, if the conditions in it hold for a sufficient number of examples
in the dataset. The Warmr system automatically generates such queries up
to a certain length, and returns those that succeed for a sufficient number of
cases.

Yet other important types of models in toxicology are structural frag-
ments (which can also be represented using rules or DATALOG queries),

and statistical models such as linear regression models.

4.4 Search Strategy

The final category in our systematic overview of Data Mining techniques in
toxicology is the search strategy employed for finding models. Two extremes
in this respect are greedy search and complete search. In between these

extremes, several variants of search are conceivable and actually used in

12



practice.

Greedy search considers only a small faction of the search space, perform-
ing hill-climbing through the space of models. Examples for greedy search
are separate-and-conquer (Figure 2; as used in rule induction or in Mul-
tiCASE [39]), divide-and-conquer (Figure 4; as used in tree induction), or
forward selection (as used in feature subset selection or step-wise multiple
linear regression). Both separate-and-conquer and divide-and-conquer will
be explained in detail below.

Complete search guarantees that all possible models were considered when
it returns its solution(s). Completeness can be guaranteed either by exhaus-
tive enumeration of all candidates (which is usually far too expensive in terms
of runtime efficiency), or by efficient pruning criteria. Level-wise search ([60],
Figure 5) is an example of a complete search that makes use of pruning.
Level-wise search finds all “interesting” sentences in a language £ that hold
in a given database r by a general-to-specific search. Details of level-wise
search are explained below.

An example for a search strategy between the above extremes is beam
search (Figure 3). Beam search is not as myopic as greedy search, as it does
not refine or specialize a single model in each step, but a set of candidate
models, i.e., a so-called beam. Beam search will be explained in detail in the
subsection about the RL system [11, 68] below.

Another example for search between greedy and complete search is s-
tochastic search. Stochastic search incorporates a random component in or-
der to consider more candidates than greedy search, but less than complete

search. Stochastic search does not yet play a significant role in Data Mining
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applications to toxicology. However, the search employed by MONKEI ([78],
see below) can be viewed as stochastic, as the selection of examples is not

deterministic.

5 Data Mining Systems

Now that we presented the dimensions of Data Mining system in a systematic
fashion, we will discuss each relevant system individually. An overview of

these systems in terms of the above dimensions is shown in Table 3.

5.1 GOLEM

GOLEM [63] is a system for rule induction in first-order logic. The basic idea
of GOLEM is to use data to constrain the search space. In the outer loop,
GOLEM performs simple separate-and-conquer (Figure 2), inducing one rule
after the other.

Separate-and-conquer starts with an empty theory. As long as positive
examples are not yet covered, separate-and-conquer attempts to find a good
rule explaining a subset of the positive examples. If it finds such a rule,
the positive examples covered are separated, the rule is added to the theory
and another rule is learned from the remaining examples. The algorithm
proceeds in this way until no positive examples are left or until a stopping
criterion related to the rules applies. Mostly, the resulting theory undergoes
some post-processing.

In GOLEM, the construction of individual rules is based on the notion

of the so-called relative least general generalization (rlgg) (Plotkin 1971).3

3The rlgg of two positive examples (true ground facts) e; and e, relative to a ground

14



GOLEM repeatedly applies cautious generalization steps based on the rlgg.
First, it calculates the rlgg between two randomly selected positive examples,
then it attempts to extend it by additional positive examples as long as the
coverage of positive examples increases and no negative examples are covered.

In a sense, GOLEM is the predecessor of PROGOL, and thus interesting
only from a historical perspective: GOLEM was the first ILP system that

was applied in practice and that enabled real scientific discoveries.

5.2 PROGOL

Like GOLEM, PROGOL [62] is a system for the induction of first-order rules.
The outer loop of the algorithm performs separate-and-conquer as well.
The actual rule construction step is based on the inversion of entailment.
The basic idea is the following: given some background knowledge B and one
positive example e, the algorithm constructs the most specific clause covering
the example. The resulting clause L is called the bottom-clause in Progol.
Since it is the most specific clause covering example e given background the-
ory B, every hypothesis explaining the example has to be more general than
L. So, the system conducts a complete general-to-specific search bounded

by L, and chooses one hypothesis according to some heuristic.*

background theory M is defined as rlgg(er,es) = lgg(er + M,es + M), where lgg is
defined to be the least general generalization of terms. For more detailed definitions, we
have to refer to introductions to Inductive Logic Programming (see e.g., http://www-ai.

ijs.si/"ilpnet/ilpkdd/nada/index.html).
4More formally, inversion of entailment works like this: let B be a background theory

consisting of first-order Horn clauses, and h and e be single clauses. Then it is true that
BUh = e if and only if BU —e |= —L |= —=h, where —_L is the set of all ground literals

entailed by B U —e and —e and —h are sets of skolemized facts. As L is the most specific

15



It is important to note that PROGOL offers more possibilities than

GOLEM, since non-ground background theory and examples are allowed.

5.3 ICL

ICL [17] is a so-called “upgrade” of a propositional rule learning algorithm
to handle relational learning tasks instead of propositional ones. This system

also employs separate-and-conquer as its search strategy.

54 RL

RL [11, 68] is a very flexible system for rule induction. RL differs from
most other rule induction systems in that it employs beam search (Figure 3),
not separate-and-conquer (Figure 2). The algorithm proceeds in a top-down
fashion, i.e., it searches the space of rules from general to specific. Similar
to level-wise search, beam-search starts with a beam consisting only of the
most general pattern (i.e., the one that applies to all examples). While it
is still possible, the algorithm specializes all rules of the current beam in all
possible ways. From the resulting rules, the algorithm collects those that
satisfy user-specified interestingness criteria (such as sensitivity, specificity
and coverage) in the set I of interesting rules that is returned. If pruning
criteria (also specified by the human user) apply, the respective rules are

simply discarded and not considered in search anymore. In this step, the

clause covering (entailing) the example, h must be more general than L (e.g., #-subsume
it). One clause C; is said to f-subsume C if there exists a substitution 6 such that
C16 C C5. The form of h is specified by the user by stating predicates, functions, and
forms of arguments allowed for each. Finally, the algorithm considers only generalizations

(under 8-subsumption) of L.

16



beam is reduced to the best £ candidate rules to remain in the beam (k being
the so-called beam size). Rules are also discarded from further search if they
are regarded interesting. If a resulting rule is neither considered interesting
nor discarded for pruning, it is added to the beam of the next iteration. If
the beam of the next iteration is empty, the algorithm returns 7, the set of

interesting rules collected during search.

5.5 C4.5, Tilde, M5, CART, S-CART

C4.5 [70], Tilde [6], M5 [69], CART [8] and S-CART [44, 45] are all algorithms
for the induction of trees. C4.5 and Tilde can be used for classification
only, M5 for regression only, CART and S-CART both for classification and
regression. Tilde is an “upgrade” of C4.5 to handle relational representations
instead of propositional ones. Likewise, S-CART is an upgrade of CART.
The basic procedure for building trees is the same in these systems: they all
perform divide-and-conquer.

Divide-and-conquer (Figure 4) proceeds as follows: as long as the ter-
mination condition does not hold, the algorithm searches for the test that
best discriminates between the classes for the given examples. According to
the results of this test, the examples are split up into n subsets Split;. For
each split, the procedure is recursively applied, obtaining subtrees for the
respective splits. In a final step, the overall tree is built from the chosen test
and the returned subtrees.

While tree induction algorithms all share divide-and-conquer as their

search strategy, they differ in several other aspects:

1. Evaluation of splits: C4.5 and Tilde use information-theoretic s-

17



plitting criteria (information gain and gain ratio), M5 as well as the
regression variants of CART and S-CART the root of the mean squared
error (RMSE), and the classification variants of CART and S-CART

either the so-called Gini-Index or Twoing.

. Pruning: After a tree has been built, it has to be cut back to “ap-
propriate” size in order to avoid overfitting the training data. This
procedure is called pruning. C4.5 uses so-called pessimistic error prun-
ing, M5 interweaves pruning with adding linear regression models to
the leaves and CART/S-CART perform error/cost-complexity pruning

(based on a “prune set” of examples or on cross-validation).

. Linear regression models in leaves of trees: M) is capable of
adding regression models to its leaves, CART is not. S-CART possesses
a “conservative” extension of the CART methodology in order to add
linear models based on cross-validation. Actually, the tree in Figure 1

is an example of such a “model tree” induced by S-CART.

5.6 Warmr

As said above, Warmr [18] is a system for finding all frequently succeeding

DATALOG queries. Warmr can be viewed as an upgrade of techniques for

association rule mining to first-order logic.

Warmr uses so-called level-wise search (Figure 5) for finding frequently

succeeding queries. This type of search is based on a breadth-first search in

the lattice spanned by the specialization relation < between patterns, where

p1 < po denotes “p; is more general than py”.

18



The idea of level-wise search is to search for models breadth-first, consid-
ering one level of generality after the other. Level-wise search starts with the
most general “sentences” (] in a language £, generates more and more specif-
ic sentences C;.; (the set of candidate sentences to be evaluated in iteration
i+ 1), and evaluates them in the subsequent iteration. In the subsequent
iteration, it selects those sentences F; (the set of interesting sentences in iter-
ation 7) from C; that are considered interesting using the selection predicate
g. The selection predicate g is defined as the criterion for selecting interest-
ing sentences from candidate sentences. If the selection predicate g is strong
enough, then significant parts of the search space can be pruned.

Note that there exists a remarkable similarity between level-wise search
and beam-search according to RL. The key differences are that (1) level-wise
search is complete, whereas beam search is heuristic and (2) that in level-wise
search, candidate generation is always one step ahead of candidate selection,

whereas in beam-search everything is done within the same step.

5.7 MONKEI

MONKEI [78] is a system that constructs new propositional features and
induces simple rules containing one constructed feature each.

In a first step, MONKEI randomly selects one positive example E and one
negative example F'. It is required that either FE or F' is not yet successfully
classified by the current theory. Given such a pair of examples, MONKEI

constructs h/(E, F) as the set of all maximally general selectors® covering F

5Selectors are conditions occurring in propositional theories. Usually, a selector is either
of the form f; = ¢ (a nominal feature f; of an example takes a value c) or f; > t, f; > t,

etc. (an integer, real or ordinal feature f; is greater than, greater than or equal, etc. a

19



and rejecting F' (at most k such selectors exist, if k is the total number of
initial attributes). This set of maximally general selectors discriminating F
and F is then used to define a new, numerical (integer) feature h. For each
example, the new feature simply counts the number of conditions that are
true from this set of conditions. Next, the algorithm checks whether there
exists any interesting interval (a, b) for the new feature h that discriminates

well between positive and negative examples. If this is the case, one retains
if (h(E) in (a,b)) then class(E,c)

as a rule of the returned theory. Otherwise, the pair of examples (E, F) is

rejected, and another one is selected.

5.8 CASE

The development of a CASE [38] model starts with a training set, containing
chemical structures and biological activities. Each molecule is split into all
possible linear subunits with 2-10 non-hydrogen atoms (the size of fragment
varies in CASE related publications). All fragments belonging to an active
molecule are labeled active, while those belonging to an inactive molecule
are labeled inactive. Most of the fragments are unrelated to the observed
activity and the program has to identify the relevant substructures. It as-
sumes a binomial distribution and takes a statistically significant deviation
from random distribution as indication that the fragment is relevant for bi-
ological activity. Structures contributing to activity are prevalent in active
molecules and are called biophores.Those preventing activity can be found

predominantly in inactive chemicals and are called biophobes.

treshold t). Another possibility is to test for intervals (fx in (a,b)).

20



Once the system has been trained with a particular data base it is possi-
ble to predict the activity of unknown compounds. The entry of an unknown
molecule will lead to the generation of all inherent substructures and these
will be compared to the previously identified biophores and biophobes. Based
on the presence of these descriptors the probability of activity will be pre-
dicted using Bayesian statistics.

In addition to predicting the probability of activity/inactivity (qualita-
tive prediction) CASE has the ability to predict the toxic potency based on
a Quantitative Structure Activity Relationship (QSAR) model (quantitative
prediction) . This is derived by a classical multivariate analysis based on the
stepwise selection of a subset of descriptors. Biophores, biophobes and calcu-
lated values of lipophilicity (logP, logP?) are incorporated within a regression
equation in a forward stepwise manner until no significant improvement is
observed between actual and calculated values. The statistical validity of
each of these variables is established by application of the F-partial statistic
at the 95% confidence level. The coefficient of each of the fragments se-
lected by the regression analysis is a measure of the activating/inactivating

contribution by the presence of the fragment.

5.9 MULTICASE

In CASE all relevant fragments are given a certain weight, but no provision
is made that correlated fragments do not reinforce each other in Bayesian
prediction of activity. Furthermore CASE does not distinguish between frag-
ments causing activity and those modulating activity. MultiCASE [39] tries

to solve these problems by performing multiple CASE type analysis.
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First MultiCASE identifies only one biophore, the substructure with the
highest probability of being responsible for activity. Molecules containing this
biophore are removed from the data set and the remaining compounds are
submitted to a new analysis. This procedure is repeated until the entire set
is eliminated or until the remaining data cannot be explained by statistically
significant descriptors. So, in essence, MULTICASE performs separate-and-
conquer (Figure 2).

For a new structure the likelihood to exhibit activity is determined by the
occurrence of biophores and their probabilities for contributing to activity.
A compound without biophores is classified as inactive by default.

For predictions of toxic potencies the molecules of the training set are
separated into subclasses according to the presence of each of the biophores.
For each of the subclasses a QSAR analysis is performed to identify modula-
tors increasing or decreasing the activity of the associated biophore. Mod-
ulators can be molecular fragments, but also two-dimensional (2D) distance
descriptors, calculated electronic indices (molecular orbital energies, electron
densities) and calculated transport parameters (lipophilicity, water solubili-
ty).

For quantitative predictions of an unknown compound MultiCASE will
search for the presence of a biophore. If it finds one, it will look for the
presence of modulators associated with that biophore to predict the potency
of the compound.

The application of CASE/MultiCASE results in four individual predic-
tions corresponding to CASE/MultiCASE probabilities for activities and

CASE/MultiCASE predictions of toxic potencies. As they reflect differen-
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t aspects of the structural basis for activity, they may be combined in an
overall prediction using Bayes theorem. The CASE/MultiCASE models may
provide conclusive as well as inconclusive predictions. If the system encoun-
ters a fragment which was not contained in the training set, the prediction
is labeled with a warning, because the unknown fragment may be an unrec-

ognized biophore, biophobe or modulator.

6 Application of Knowledge Discovery in
Databases and Data Mining in Toxicology

Presently the main application area of KDD and DM techniques in toxicology
is the detection of Structure Activity Relationships (SARs). SARs are based
on the assumption, that biological effects are determined by the chemical
structure of a compound (Figure 6). The development of SAR models has
a long and successful history in medicinal chemistry, but the application of
SAR techniques to toxicological problems has started much more recently.
Although the objectives, the prediction of biological activities from chemi-
cal structures, seem to be closely related, there are substantial differences
between medical chemistry and toxicology.

SAR techniques in pharmaceutical research rely on the hypothesis, that
all molecules contain the basic functionality required for activity (i.e. they
are congeneric), but vary in a secondary feature responsible for variations of
their potency. The therapeutic agent (e.g. receptor, active site of an enzyme)
is usually well known and some knowledge about the biological mechanisms

is also available.
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For the majority of toxic effects there is, on the other hand, no unique
cellular target. As a consequence, chemicals with very different structures
(non-congenerics) may cause the same toxicological effect. Toxicity assays
are in most cases very time consuming and expensive (e.g. ~ 4 million $
for a rodent carcinogenicity assay). Therefore it is not possible to perform
toxicity tests especially for SAR studies, and SAR models have to be based
on already available databases.

Traditional SAR approaches [29] are limited to congeneric series of com-
pounds and therefore not applicable to toxicological problems. Recent ap-
plications of SARs in toxicology are either knowledge-based or rely on some
kind of data-mining technique [71, 5, 72].

This section will deal to a large extend with CASE/MultiCASE, a pro-
gram developed especially for predictive toxicology and the application of
symbolic Machine Learning for the detection of SARs. The last part will
cover various other applications of Knowledge Discovery techniques in toxi-

cology.

6.1 CASE/MultiCASE

With more than 150 published references, the CASE/Multi-CASE system
is the most extensively used predictive toxicology system. It was designed
to deal especially with non-congeneric databases and situations without a
priori knowledge of biochemical mechanisms. The objective is to find struc-
tural entities discriminating active molecules from inactives and to enable the

(re)discovery of structural features responsible for toxic action. CASE was

developed by G. Klopman [38] and later expanded to MultiCASE [39, 40]. A
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separate program (TOX II [42]) uses the knowledge from CASE/MultiCASE
to make predictions for molecules without experimental data. Recent reviews

cover the methodology [74] and the application [75] of CASE/MultiCASE.

6.1.1 Methodological Work

Although CASE/MultiCASE is not presented with many technical details
(Section 5.8), the group working with these programs has addressed a number
of critical issues related to the development and validation of SAR models.
Although they use their method as an example, the principles are applicable

also to other SAR techniques in predictive toxicology.

Validation As the collection of additional experimental data is in most
cases not possible, SAR models have to be validated by cross-validation.
This means that the data is divided into two groups, a learning set and a
validation set. The learning set is used to build the model and the validation
set is used to estimate the predictivity of the model. To circumvent the
problems associated with small training and test sets , n-fold cross-validation
is used. In this approach, the complete dataset is partitioned into n subsets
(folds) of approximately the same size. For each of these folds fold; in turn,
all data except fold; is used for training a model, which is tested on the
validation set fold;. In such a way, we obtain the results for n such trials,
which are combined to estimate the overall performance of the SAR model.

Zhang et al. [91] found, that for data bases with more than 200 chemi-
cals, 10-fold cross-validation is appropriate. For sizes between 150 and 200
chemicals they suggest 20-fold cross-validation. Smaller datasets require a

Leave-One-Out procedure (i.e. database: k& compounds, learning set: k£ — 1
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compounds, test set: 1 compound, repeat k times).

Further complications arise from the presence of “unique” biophores,
which explain only a single molecule. If molecules containing these “unique”
biophores are in the test set, but not in the training set, they will not be rec-
ognized by the SAR model and the predictivity of the model will be degraded
[32, 52]. The removal of compounds with “unique” biophores leads to a sig-
nificant increase of the indication of predictive performance as determined by
10- or 20-fold cross-validation [74]. Nevertheless the authors suggest that an
adjustment factor based on the informational content of a model (see below)

is more appropriate, but they do not give any details.

Informational Content To determine the usefulness of SAR models for
the “chemical universe”, [53, 86, 84, 85] made predictions for 5000 represen-
tative compounds to determine the informational content of the model and to
identify the prevalence of chemical substructures unrecognized by the mod-
el. They defined the informational content as: 100 - % Predictions without
warning.

The main results were that the informational content of a model is crit-
ically related to its predictivity [53]. The informational content in turn, is
largely determined by the size of the data base [86], especially if the size of

the data base is smaller than ~ 350 compounds.

Optimal Size of the Learning Set The optimal size of the learning set
was determined using the Salmonella Mutagenicity database, the only tox-
icity data base which is large enough to perform such experiments. Using

multiple sampling and model building, [53] found that the optimal predic-

26



tivity per unit cost was obtained from databases with ~ 350 compounds.
Larger databases improved the predictivity of the derived models, but not

very dramatically.

Ratio of Active to Inactive Compounds As toxicological data sets
were not generated to meet the needs of an SAR models, they are frequent-
ly skewed towards active chemicals. This may affect the performance of
SAR models, especially if they assume equal frequencies of active and in-
active molecules. Experiments with CASE/MultiCASE revealed that opti-
mal performance is obtained with a 1:1 distribution of actives/inactives [74].
Therefore databases with predominantly active compounds were supplement-
ed with physiological chemicals, which are assumed to lack toxic activity (e.g.

sugars, amino acids, lipids) to obtain a 1:1 distribution [32, 90, 47].

Combination of SAR Models It is often desirable to combine multiple
models to obtain a better overall predictivity. First steps into this direction
were started approximately 15 years ago with the Carcinogenicity Prediction
and Battery Selection Approach (CPBS) [10, 66] based on Bayes’ Theorem.

Similar approaches were used for
e combining qualitative and quantitative CASE/MultiCASE predictions
e combining species and sex specific models
e combining SAR models based on different experimental databases

e combining SAR models with results from short term assays

The application of these techniques resulted in significant improvements

of the predictive performance. While, e.g. the MultiCASE potency mouse
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model derived from the Carcinogenic Potency Database (CPDB) is 67% pre-
dictive, a combination of all CASE/MultiCASE models for rats and mice
from the National Tozicology Program (NTP) and the CPDB is 74% predic-
tive [57].

Complexity of Biological Mechanisms It is a general experience within
the predictive toxicology community, that the performance of SAR meth-
ods depends largely on the endpoint to be predicted, while the best al-
gorithms have quite similar performance on the same dataset (Sections
6.2 and 6.3). Some effects are easily predictable (e.g. SOS Chromotest:
CASE/MultiCASE predictivity 87% [61]), while others are hard to predict
(e.g. mutations in mouse lymphoma tk*/~: CASE/MultiCASE predictivity
64 %). This difference remains, when both datasets are reduced to the same
size [32, 74]. [74] interpret these results as indication that effects involving
many different biochemical mechanisms are harder to predict than those in-
volving comparably simple mechanisms. Although CASE/MultiCASE can
develop models reflecting multiple mechanisms, they assume that its abili-
ty to discriminate among mechanisms is limited and that the availability of
more data will improve the performance.

In our opinion the limited predictivity of SAR models for complex ef-
fects is not caused by limitations of SAR models, but by inaccuracies of the
experimental data (which are of course a consequence of biological complex-
ity). The reproducibility of the majority of toxicity assays is unknown. We
[28] have investigated the reproducibility of the rodent carcinogenicity assay
in detail and found that former estimations of almost 80 % reproducibili-

ty [27] (for carcinogen/non-carcinogen classifications) were overestimations.
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The reproducibility of non-standardized experiments is lower than ~ 60%,
standardized protocols (e.g. from the National Tozicology Program (NTP))
may perform better, but a quantification is impossible due to the lack of
replicate experiments. This has the consequence, that SAR models based on
such noisy data are inevitably inaccurate. Therefore, models with a cross-
validation predictivity higher than the reproducibility of the bioassay itself

should be treated with caution.

6.1.2 CASE/MultiCASE Applications

The obvious application of CASE/MultiCASE is the development of SAR
models for different endpoints and the prediction of the biological activity
of untested compounds. Application areas can be found in research, design
of new compounds, priority setting for experimental testing and regulation
[75]. As CASE/MultiCASE provides rationales for its predictions, it is also
possible to study toxicological mechanisms and to discover new knowledge

in toxicological databases.

CASE/MultiCASE SAR  Models SAR models based on
CASE/MultiCASE have been developed for more than 30 toxicologi-
cal endpoints (Table 4). Apart from predictive purposes, the programs
can be used to discover knowledge in toxicological databases, because
information about the biophores, biophobes and modulators responsible
for toxic action are provided. Using CASE/MultiCASE it was possible to
rediscover many of the structural alerts proposed by Ashby [3] for DNA
reactivity [76]. More interestingly MultiCASE identified a 2-D distance

descriptor between a phenol and a lipophilic region associated with the
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carcinogenicity in mice [73]. Further analysis suggested that this feature is
involved in the carcinogenicity of estrogens and that it represents a ligand

for a specific receptor [13, 15, 14].

CASE/MultiCASE Predictions CASE/MultiCASE predictions were
published for more than 100 individual compounds. Again, the focus was
in most cases not on the prediction itself, but on the elucidation of mecha-
nisms of actions. The prediction of various endpoints (a toxicological profile)
for a single compound gives important information about biological process-
es and a comparison of the fragments may indicate e.g. binding sites for

enzymes.

Mechanistic Studies A comparison of the biophores associated with d-
ifferent SAR models allows the estimation of the overlap of their fragments
and is an indication of mechanistic similarity [54]. These studies revealed
e.g. a significant overlap of fragments between the induction of micronu-
clei and mutations in Salmonella and between the induction of micronuclei
and the inhibition of tubulin polymerization. On the other hand there is
no significant overlap between mutations in Salmonella and the inhibition of
tubulin polymerization. This indicates, that two mechanisms are involved in
the induction of micronuclei: damage to DNA (measured by the Salmonella
mutation assay) and disturbance of microtubuli assembly (measured by the
tubulin polymerization inhibition assay).

Table 5 summarizes the mechanistic studies performed with

CASE/MultiCASE so far.
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6.1.3 Problems and Limitations

CASE/MultiCASE is delivered as monolithic commercial product without
source code and possibilities for extensions and adaptations. Its applicabili-
ty is therefore restricted to problems which can be formulated in the original
CASE context. It cannot be applied to other toxicology data mining prob-
lems, e.g. in environmental or epidemiological databases. Although the huge
number of CASE/MultiCASE related publications is impressive, all of them
origin from the same group. The only effort to validate the methodology
independently was conducted by an Italian group who successfully reimple-
mented the CASE system [58, 59, 64, 87] and applied it for mechanistic
studies in the carcinogenicity domain.

For SAR applications the major limitation of CASE/MultiCASE
is in our opinion its inflexibility in respect to structural descriptors.
CASE/MultiCASE is conceptually limited to two dimensional structures of
organic molecules and a few predefined global properties and it cannot use
relative positions of biophores and modulators. It is impossible to exper-
iment with other types of of descriptors (e.g. local properties of atoms,
3-dimensional structures, other global parameters). Such a flexibility would
be desirable for the optimization for a particular application domain (e.g.
high throughput screening, computer aided drug design or mechanistic stud-
ies) or a special group of compounds (e.g. anorganics). Another limitation

of CASE and MultiCASE is the linearity of their regression models.
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6.2 Symbolic Machine Learning (ML)

The goal of symbolic Machine Learning (ML) systems is to derive under-
standable and interpretable models from examples and background knowl-
edge and to apply them for predictive and explanatory purposes. ML is
therefore very well suited for learning SARs from toxicity databases. The
examples, background knowledge and final descriptions are usually formu-
lated as logic programs which makes them relatively easy to interpret for
domain experts. The application of symbolic Machine Learning to toxicity
databases was pioneered by Bahler and Bristol [4] who used C4.5 [70] to
predict carcinogenicity from biological and chemical information. Since that
time more than 20 applications of ML algorithms to toxicological problems

have been published.

6.2.1 Representation of Chemical Structures and Properties

The selection and representation of descriptors for chemical structures and
their properties is one of the central problems in SAR studies. This is not a
trivial and straightforward task, especially in toxicology SARs, which have
to deal with noncongeneric compounds and very limited information about
molecular mechanisms. Presently the selection and representation of chem-
ical descriptors is still a trial and error process, which requires a lot of ex-
perimentation [55, 30, 31]. The flexibility and expressiveness of symbolic
Machine Learning can be very helpful in this process.

In computational chemistry, chemical structures are represented either in
line notations (e.g. SMILES [89]) or connection tables (e.g. MDL Molfiles

[16]). Both representations can be easily transformed into a format suitable

32



for ML systems (e.g. Prolog facts).

Additional properties may be added at the molecular level (e.g. reactivity
indices, lipophilicity, ...) or for each atom or bond (e.g. charges, bond
orders, ...). It is even possible to represent compounds as a connection of
functional groups [67] or to represent the 3-dimensional structure completely
in Prolog [25].

A representation in Logic Programming formalisms allows experimenta-
tion with various sets of descriptors. It is possible to use different sets of
descriptors depending on the scope of the study (e.g. functional groups for
computer aided drug design, pharmacophores for mechanistic studies, con-
nectivity indices for the mass screening of combinatorial chemistry databas-
es).

Although the possibilities of a representation of chemical structures as
logic programs sound promising, they have been rarely applied in toxicol-
ogy studies. The most common representation of compounds uses a fairly
primitive atom-bond representation, augmented with the assignment of atom
types, derived from molecular mechanics [36]. These atom types indicate
basically functional groups, but they are not very intuitive for the interpre-
tation by domain experts [80]. Sometimes counts of functional groups are
used in addition, but the definitions are usually incomplete and there is no
information about the relative positions of the functional groups.

Only recently several attempts have been made to formulate concepts
used in other computational chemistry applications as logic programs. De-
haspe et al. [19] try to find frequent substructures in chemical compounds

using the WARMR  algorithm. Pfahringer et al. [67] intend to develop an
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abstract representation of chemical structures based on functional groups,
while Finn et al. [25] developed a pharmacophore description based on 3D
geometries, which may be also useful in toxicity applications. The repre-
sentation of chemical structures and properties as logic program provides
powerful capabilities, and we hope that this area will attract more interest

in the near future.

6.2.2 Representation of Toxic Properties and Background Knowl-

edge

In a SAR study, toxic properties are the variables which shall be predicted.
The degree of intended accuracy may vary considerably. Sometimes it is
sufficient to classify compounds, e.g. to distinguish between mutagenic and
non-mutagenic compounds. In most cases quantitative values (e.g. lethal
concentrations LCsg) are of interest and sometimes the prediction of specific
effects (e.g target organ specific toxicity) is required.

Most ML programs can deal with classifications, but only a few (M5,
CART, S-CART (70, 8, 44, 45]) are able to learn quantitative values. One
workaround for this shortcoming is to classify the examples according to
their activity (e.g., strong/medium/weak). This is in many cases legitimate
because quantitative experimental toxic activities are often very unreliable
and a prediction of numerical values would provide a false impression of ac-
curacy. Another solution was proposed by [37]: They used Inductive Logic
Programming (ILP) to discover indicator variables (attributes), which were
subsequently used in classical QSAR analysis using linear regression tech-

niques.
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For the prediction of specific effects it is possible to learn separate models
for each specific effect (e.g. liver tumors in male rats), provided there are
enough examples.

The ability of ML systems to use background knowledge is very advanta-
geous in the representation of toxic endpoints. It is for example possible to
use databases with very specific effects, provide abstractions and learn mod-
els at different levels of abstractions. It is also possible to provide current
theoretical concepts (e.g. structural alerts) as background knowledge and
see, if the learning algorithm uses them, or not.

Apart from representation issues there remains a fundamental problem
with toxicity data, which affects not only SAR studies, but also the general
risk assessment process. For the effects that are of real interest (human and
ecosystem toxicity), there are generally not enough reliable data available to
learn SAR models. For the endpoints which are considered to be the most
relevant for human risk assessment (results from experiments with laboratory
animals) there are enough data available, but they are highly variable [30, 28|
and it is hard to learn predictive SAR models from them. Endpoints at the
molecular or cellular level are cheap and reproducible to measure, but it
is necessary to extrapolate not only from species to species, but also from
low organizational units to whole organisms and populations which causes
additional errors.

Nevertheless SAR modelers usually take the validity of experimental re-
sults for granted and seldomly perform a quality check of their data. In our
opinion the estimation of the quantitative and qualitative reproducibility of

the endpoint under investigation is a prerequisite for learning SAR models
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and an important benchmark for the model validation [30, 31, 28|.

6.2.3 Application of Symbolic Machine Learning

The application of symbolic Machine Learning to toxicological problems has
started only a few years ago. Therefore the range of endpoints is much
narrower than for the CASE/MultiCASE system, which is in use for more
than 15 years. Table 6 summarizes the effects covered so far.

Several comparative investigations [34, 81, 46, 7, 20] demonstrated that
the performance of the individual algorithms is generally comparable. There
are also no major differences to non-explanatory techniques, like artificial
neural networks or multivariate techniques. This demonstrates, that it is
possible to obtain interpretable models without loosing predictive accuracy.

The explanatory power of symbolic Machine Learning and the potential
to detect new knowledge has been claimed by many authors. [4] have redis-
covered many expert heuristics (e.g. utility of microbial assays for certain
compounds, importance of subchronic toxicity in some organs) in carcino-
genicity risk assessment. [35] found structural features associated with the
mutagenicity of heterocyclic aromatic amines, which were explainable as hy-
drophobic, electronic and steric effects. In another experiment [36] identified
structural alerts for carcinogenicity, many of them were similar to those i-
dentified by Ashby [3] with his expert knowledge. [7] were able to rediscover
expert knowledge about biodegradation. Sometimes the results are unex-
pected and counterintuitive. [50] found for example that negative results in
certain genotoxicity assays (Sister Chromatid Exchanges and Chromosomal

Aberrations) are an indication of carcinogenicity, which conflicts with the hy-
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pothesis that genetic damage leads to cancer. Such findings require further
investigations and may lead to the formulation of new hypotheses.

Despite these success stories the situation is far from ideal. In many cases
domain experts were unable to interpret ML derived models [20, 80]. In our
opinion this lack of interpretability does not originate from ML algorithms,
but from an inadequate representation of chemical and biological data and
background knowledge and from a poor visualization of the resulting models

(Section 6.2.4).

6.2.4 Problems and Limitations

The main problems with the application of symbolic Machine Learning in
Toxicological Data Mining do not arise from the framework itself, which is
very powerful and flexible, but from the concrete application to toxicolog-
ical problems. The majority of applications were performed by computer
scientists, who do not have the domain knowledge to formulate an adequate
representation of chemical and toxicological data. Therefore ML applica-
tions are focused towards a few “standard” datasets, which are used in a
very uncritical way. As chemists and toxicologists lack the ability to han-
dle and improve ML programs appropriately, a close interaction between the
disciplines is needed. Computational chemists are required to choose and
calculate chemical properties and assist in their representation for learning.
Toxicologists should provide background knowledge about molecular mecha-
nisms, assess the quality of biological data, define their requirements for an
interpretable SAR model and formulate the learning problem in collaboration

with the other experts. Computer scientists should adopt their methods to
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the peculiarities of the application domain. In our opinion the major demand

for research lies in the following areas:
e Representation of chemical structures and properties
e Quality control of toxicity data
e Representation and visualization of SAR models

e Adaptation of ML techniques to deal with the uncertainty of toxico-

logical data

e Optimization of ML algorithms for the utilization of structural infor-

mation

e Consideration of models different from trees, because trees are hard to

interpret if they are deeper than a few levels

6.3 The Predictive Toxicology Evaluation Challenge
(PTE)

As part of the National Toxicology Project (NTP) the National Institute of
Environmental Health Sciences (NIEHS) organizes the Predictive Toxicology
FEvaluation (PTE) Project. It is an attempt to evaluate toxicity prediction-
s from researchers from a wide variety of disciplines using unfinished car-
cinogenicity experiments of the NTP [9]. Up to now two blind trials were
conducted: PTE-1 (now complete) and PTE-2 (ongoing). The second PTE
project accepted predictions until late 1996. To make the Machine Learning
community aware of this project, the IJCAI PTE Challenge was introduced

at the 1997 International Joint Conference on Artificial Intelligence [82] and
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regularly advertised at major Al conferences. Submissions were accepted up
to late 1998. As this was too late for a regular participation in the PTE,
the submissions were evaluated separately and compared with a selection
of expert predictions from the PTE (Table 7, [80]). At that time 18 from
30 results were available. Unfortunately the regular PTE-2 submissions us-
ing Knowledge Discovery techniques [92, 51, 36] were not considered in this
comparison.

On the average, the predictive accuracies of the models derived from
Machine Learning (0.56-0.89 correct predictions) was superior to experts and
expert systems (0.28-0.78 correct predictions). Although the final results
are not yet available and the sample size is too small to make definitive
conclusions, this result is in favor of the Machine Learning approach. The
downside is, that all ML, submissions were considered as uninterpretable by
the participating toxicologists. This was surprising, because all submissions
used symbolic Machine Learning and their results are generally considered
as interpretable (Section 6.2). Much of this probably stems from the lack
of toxicological and chemical expertise of the program users (Section 6.2.4).
Another source for confusion may be the output of the programs which are
currently hard to read for domain expert. Their interpretability might be
enhanced by visual representations, tables etc. Nevertheless the results are
encouraging enough to proceed with another experiment, the PTE-3. Many
of the shortcomings identified in previous PTEs will be addressed in the new

call for submissions [80].
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6.4 Other Applications in Toxicology

To the best of our knowledge there are very few applications of Knowledge
Discovery in other toxicological areas than the detection of Structure Activity

Relationships.

Activity-Activity Relationships (AAR) In analogy to Structure-
Activity Relationships Activity-Activity Relationships (AARs) may be de-
fined as the derivation of a biological activity from other biological activities.
In toxicology this makes sense for predicting important effects, which are
hard/expensive to measure (e.g. carcinogenicity) from a series of cheap short
term tests (e.g. genotoxicity assays). This type of analysis is also useful in
answering scientific questions, e.g. which biological mechanisms are involved
in a certain toxic endpoint.

Historically this type of analysis originated in the 70ties, when alterna-
tives to the rodent carcinogenicity assays (e.g. the Salmonella mutagenicity
assay, also known as Ames Test [1]) were developed. Later it became clear,
that the predictivity of this assay is much lower (slightly more than 60%
[77]) than originally claimed (~ 75%). This resulted in the development of
new test systems, but they were also unable to obtain a better performance
[41]. One solution in this situation was to combine different assays to a bat-
tery of short term tests. In most cases the selection of assays depends on
vague mechanistic considerations without empirical evidence. One notewor-
thy exception is the Carcinogenicity Prediction and Battery Selection Method
(CPBS) [10, 66]. This is a method for analyzing large, often sparsely filled

databases containing short term test results, which have often a marginal
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representation of non-carcinogens. The analytical tools are based on Bayes’
decision analysis, cluster analysis, dynamic programming and multi-objective
decision making. The CPBS was applied to the Gene-Tox Database from
the US. EPA and the carcinogenicity results from the National Toxicology
Program (NTP) [65, 21, 33|, and many CPBS techniques were applied in
investigations using CASE/MultiCASE (Section 5.8).

Other AAR approaches were based on symbolic Machine Learning: [4]
applied the C4.5 decision tree learning program [70] to predict rodent car-
cinogenicity from short term assays, organ specific toxicity and structural
alerts. [49] applied the RL (Rule Learner) program [11] to predict rodent

carcinogenicity from organ specific toxicity.

Epidemiological and Clinical Studies In epidemiological investigations
[43] applied C4.5 to study the influence of exposure to air polluted by coal
mining and other environmental and social factors on acute respiratory dis-
eases of children in Slovakia. [12] used C4.5 to investigate causal relationships
between exposure to diesel exhaust and human lung cancer. [2] used RL to
investigate geographical and seasonal variations of Datura intoxications.

In clinical studies [88] applied rule induction to discover drug side effects
in clinical databases. [79] used various AI programs (Expert 4, BEAGLE
and Knowledge Maker) to develop rules for the interpretation of morphine-
involved cases and to identify the parameters, which are most predictive in
estimating the outcome of acute morphine intoxication.

These few examples demonstrate, that the applicability of Knowledge
Discovery in Toxicology goes beyond the detection of Structure Activity Re-

lationships. KDD is applicable to all areas where large amounts of experi-
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mental data are available and expert knowledge alone is not sufficient to find
meaningful relationships. We see potential applications mainly in toxicolog-
ical epidemiology, the analysis of clinical trials, decision support in clinical
toxicology and the analysis of ecotoxicological field data. Another possible
application would be to derive toxicologically relevant knowledge from the

constantly growing genome and proteome databases.

7 Conclusion

Up to now Knowledge Discovery in Databases and Data Mining have been
applied in Toxicology primarily to identify Structure-Activity Relationships.
The most important techniques are CASE/MultiCASE and symbolic Ma-
chine Learning. CASE/MultiCASE is a commercial product developed es-
pecially for this purpose, which has been extensively used during the last 15
years. Symbolic Machine Learning is a generalization of several techniques,
which have been applied to toxicological problems since approximately 7
years. These techniques are very flexible, because they are not tailored for
a specific problem, therefore they are also applicable for the analysis of epi-
demiological and environmental data. Although their flexibility is a major
advantage over CASE/MultiCASE, improper use of chemical and biological
data will prohibit the discovery of useful knowledge. The successful applica-
tion of symbolic Machine Learning in Toxicology requires the close interaction
of Chemists, Toxicologists and Computer Scientists. Further research is re-
quired to adopt the algorithms to the specific learning problems in this area,
to develop improved representations of chemical and biological data and to

enhance the interpretability of the SAR models for domain experts.
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Tables

o7



H methyl ‘ ‘ S1x_ring ‘ ‘ logP ‘ mweight H degr. r. H
3 1 ... | 2.62 | 138.20 6.04

Table 1: Example of a simple propositional representation of chemical com-
pounds. methyl denotes the number of methyl groups, siz_rings, the number
of rings of size 6, logP measures the lipophilicity, mweight is the molecular
weight and the logarithm of the degradation rate of this compound is 6.04.
In this example, the variable to be predicted is the degradation rate.
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% atom(cas, atom_id, element, atom_type, partial_charge).
atom(’78-59-1’,°78-59-1_1’, 0,0,0).
atom(’78-59-1’,°78-59-1_2’, ¢,0,0).

% bond(cas, atom_id, atom_id, bond_type).
bond(’78-59-1’,°78-59-1_17,°78-59-1_2°, 2).
bond(’78-59-1’,°78-59-1_27,°78-59-1_3’, 1).

% <functional group>(cas, member_atoms, connected_list).

methyl(’78-59-1’, [’78-59-1.7’,...,°78-59-1.7.3°],
[’78-59-1.6"]).

methyl(°78-59-1’, [’78-59-1.8’,...,778-59-1.8.3°],
[’78-59-1_6"]).

methyl(’78-59-1’, [’78-59-19’,...,778-59-1.9.3°],

[’78-59-1_4"]).

six_ring(’78-59-1’, [’78-59-1_10’,...,°78-59-1_6"],
[’78-59-1_1",...,°78-59-1.97]).

logP(’78-59-1’, 2.61). mweight(’78-59-1’, 138.20).
degradation_rate(’78-59-1’, 6.04).

Table 2: Example of a relational representation of chemical compounds.
atoms and bonds are represented as tuples of their respective relations. Each
atom and each bond can have its own properties. For instance, atoms are of
a certain element, and bonds are of a particular bond type (or bond order).
The example is taken from the biodegradability domain, where atom types
and partial charges were not available.
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‘ System Task | Expressiveness ‘ Model Type ‘ Search ‘

Golem [63] class. relational rules greedy (s. & c.)
Progol [62] class. relational rules greedy (s. & c.)
ICL [17] class. relational rules greedy (s. & c.)
RL [11, 68| class. | propositional rules beam search
C4.5 [70] class. | propositional trees greedy (d. & c.)
Tilde [6] class. relational trees greedy (d. & c.)
M5 [69] regr. | propositional trees greedy (d. & c.)
CART [§] class., | propositional trees greedy (d. & c.)
regr.
S-CART [44, 45] class., relational trees greedy (d. & c.)
regr.
Warmr [18] assoc. relational DATALOG | level-wise search
rule queries
mining
MONKEI [78] class. | propositional rules stochastic search
CASE [38] class. relational fragments exhaustive
regr. | propositional lin. regr. greedy (f.s.)
MULTICASE [39] | class. relational fragments exhaustive,
greedy (s. & c.)
regr. | propositional lin. regr. greedy (f.s.)

Table 3: Systematic overview of Data Mining systems applied in toxicology.
In the category Search, s. € c. stands for separate-and-conquer, d. & c. for
divide-and-conquer and f.s. for forward selection.
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Endpoint

Biological Target

in vitro

Structural alerts for DNA reactivity
Ah receptor binding

Inhibition of cytochrome P-450
Inhibition of tubulin polymerization
Inhibition of gap junctional intercellular
communication

Reverse mutations
Antimutagenicity towards
4-nitroquinoline 1-oxide

SOS chromotest (DNA repair)
SOS/umu test (DNA repair)
Chromosomal malsegragations
Aneuploidy

Cytotoxicity

tk*t/~ locus mutations
Chromosomal aberrations

Sister chromatid exchanges
Unscheduled DNA synthesis

Cell transformation

Cell toxicity

Salmonella typhimurium

Salmonella typhimurium
Escherichia coli
Salmonella
Saccharomyces cerevisiae
Aspergillus nidulans
Aspergillus nidulans
Mouse lymphoma, cells
CHO cells

CHO cells

Rat hepatocytes
Balb/3T3

Clonal assay

n vivo

Sister chromatid exchanges
Micronucleus induction
Mutations

Carcinogenicity

GST positive pre-neoplastic lesions
a2y nephropathy

Lethality

Lethality

Maximum Tolerated Dose (MTD)
Sensory irritation

Eye irritation (Draize test)
Allergic contact dermatitis
Respiratory hypersensitivity

Skin permeability

Developmental toxicity

Ready biodegradability

Mice

Rodent bone marrow
Drosophila

Rodents (rats and mice)

Male rats

Rats

Fathead minnow
Rodents (rats and mice)
Mice

Rabbit

Humans
Humans
Humans
Humans, rodents
Environment

Table 4: CASE/MultiCASE SAR models
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Topic

Allergic contact dermatitis and electrophilicity

Human developmental toxicity and mutagenesis

Genotoxicity and carcinogenicity

Electrophilicty and tk*/~ locus mutations of mouse lymphoma cells
Intercellular communication, tumor promotion and non-genotoxic
carcinogenesis

DNA reactivity and induction of sister chromatid exchanges
Lipophilicity and estrogenicity

Chromosomal malsegregations in yeast, carcinogenicity and developmental
toxicology

Mechanisms of micronucleus induction

Organ specific toxicity and rodent carcinogenicity

Electronegativity and genotoxicity

SOS induction in Escherichia coli and Salmonella mutagenicity

Cell toxicity and genotoxicity

Toxicity in fish and mammals

Genetic and cellular toxicity in rodent carcinogenesis

Lipophilicity and genotoxicity

Mutagenicity, maximum tolerated dose, and rodent carcinogenicity
Electrophilicity of MTD carcinogens

Carcinogenicity, induction of sister chromatid exchanges and chromosomal
aberrations in CHO cells

Hydrophobicity and non-mutagenic carcinogens

Table 5: Mechanistic studies with CASE/MultiCASE
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Endpoint Algorithms Citation

Mutagenicity and others GOLEM, CART [34]
Mutagenicity Progol, CART (81, 35]
(heteroaromatic compounds)

Carcinogenicity C4.5 [4]
Carcinogenicity Progol [36]
Carcinogenicity SRT (now S-CART), C4.5, M5 [46]
Non-genotoxic carcinogenicity RL [50]
Carcinogenicity RL (48]
Carcinogenicity MONKEI [78]
Carcinogenicity RL [49]
Carcinogenicity (summary of PTE results) [80]
Biodegradation C4.5, M5, S-CART, Tilde, ICL |20, 7]
Carcinogenicity Warmr [19]
Acute respiratory diseases C4.5 [43]
Lung cancer & C4.5 [12]
exposure to diesel exhaust

Datura intoxications RL 2]

Table 6: Summary of ML applications in toxicology
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Group Algorithm Accuracy (Standard Error)
LRD MONKEI 0.89 (0.07)
LRG GloBo” 0.84 (0.09)
HUF Expert? 0.78 (0.10)
LE3 ICL 0.78 (0.10)
OAI (4.5, Naive Bayes 0.78 (0.10)
ONC Expert? 0.78 (0.10)
0ou2 C4.5, Warmr 0.78 (0.10)
LE2 Warmr 0.72 (0.11)
BEN Expert? 0.67 (0.11)
Ou1 C4.5, Progol 0.67 (0.11)
TA1  Genetic Algorithm 0.62 (0.11)
ASH Expert? 0.56 (0.12)
LE1 Tilde 0.56 (0.12)
TEN Expert’ 0.56 (0.12)
BOT Expert? 0.50 (0.12)
COM Expert? 0.50 (0.12)
DER Expert? 0.50 (0.12)
PUR Expert? 0.28 (0.11)

Default - 0.67 (0.11)

¢ Presently there is no information about GloBo available

> Human experts and expert systems

Table 7: Preliminary results from the second Predictive Toxicology Evalua-

tion challenge (PTE-2, 18 from 30 compounds).
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activity(A, B)

carboxylic_acid(A, _, ) carbon 5 ar ring(A, _, )

true fase

Bis557 logP(A,C), Bis9.10 benzene(A, D),
Bis0.43*C + Bis0.50*D +
6.30 5.79

Figure 1: Example of a regression tree, i.e., a tree for the prediction of
numerical values. To be more specific, the depicted tree is a so-called model
tree, because linear regression models have been added to the leaves of the

tree.
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procedure SEPARATEANDCONQUER (Ezamples)

Theory = ()
while POSITIVE(FEzamples) # () do
Rule = FINDBESTRULE (Ezamples)
Covered = COVER(Rule, Examples)
if RULESTOPPINGCRITERION (Theory, Rule, Examples)
then exit while
Ezamples = Ezamples \ Covered
Theory = Theory U Rule
Theory = POSTPROCESS (Theory)
return(Theory)

Figure 2: A generic separate-and-conquer rule learning algorithm
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procedure BEAMSEARCH

I=0
NewBeam = {null_pattern}
while NewBeam # () do
Beam = NewBeam
NewBeam = ()
for each P € Beam do
AS = all specializations of P
for each S € AS do
if § satisfies interestingness criteria then add S to interesting patterns [
else if S satisfies pruning criteria then discard S
else add S to NewBeam
return |

Figure 3: A generic beam-search algorithm
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procedure DIVIDEANDCONQUER (Ezamples)

if TERMINATIONCONDITION (Ezamples)
then
NewLeaf = CREATENEWLEAF(Ezamples)
return NewLeaf
else
BestTest = FINDBESTTEST (Ezamples)
Splits = SPLITEXAMPLES (Ezamples, BestTest)
Subtrees = ]
for each Split; € Splits do
Subtree; = DIVIDEANDCONQUER(Split;)
Subtrees = [Subtree;|Subtrees]
return [BestTest|Subtrees]

Figure 4: A generic divide-and-conquer tree learning algorithm
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procedure LEVELWISESEARCH(r, £)

C1 = {p € L]|there is no vy in L such that v < ¢}

1 =1

while C; # ( do
F; = {p € Cilq(r, )}
Ciy1 ={p € L|for all v < ¢ we have 7y € Ujgz' F; 1\ Ujgi C;
1 =1+1

return J;; Fj

Figure 5: A generic level-wise search algorithm
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Chemical Structure SAR-Model Toxic Effect

ST

predicts toxic activities
from chemical structures

Figure 6: The concept of Structure-Activity Relationships (SARs)
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